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The FESA C charge: What are the computational infrastructure needsfor simula-
tion and optimization of fusion systems?

We beliewe the answer to the FESAC chargeis a mixed infrastructure of local clusters,
a cluster or topical computing certer, and a large vendor supercomputer.

The greatestimpedimen to progressn fusionsimulations is not the needfor increased
computational capability (peak single-job performance), but the needfor increased
computational capacity: i.e., not oating point operations per sec( op/s) but access
to oating point operations( op) peryear. The presen single-mindedfocuson access
to the fastestsupercomputersignoresthe way in which researt in advancedcomput-

ing and fusion simulations is actually done. The result is a time-sharedenvironment

with overloadedqueuesand inadequateresponsetime for interactive developmen. At

presem DoE Fusion researb hastime-sharedaccesgo only a single supercomputer,

the $30M (3 year leaseto own), 3 T op/s, 3328-pracessorSEABORG computer at

NERSC. There is very limited accesdo a few local clusters (for example,the $90K,

46-processorcluster STELLA at General Atomics, purchasedwith internal funds,

shown in Fig. 1).

From the point of view of the users,the full-machine performanceof SEABORG is
quite irrelevant { in fact, thereis little actual usagebeyond 256 processorspor say 300
G ops/s (28 day averageusestatistics are available on the NERSCwebsite). In e ect,

SEABORG at best operatesasten 300G op/s clusterswhich could be purchasedin

total for an estimated $3M. This year, two of the SciDAC projects (gyrokinetics and
nonlinear X-MHD) ran out of computer time in July and await a renewed allocation
in October (actually the projectsran through their initial allocationsmuch earlier but

obtained additional resourcesvhich were then sparingly used). The full performance
capability of the supercomputer in this overloaded time-shared ervironment goes
unused, but if only 10% of hardware costs were spert on clusters, the capacity of
the systemwould perhapsdouble. Sud a mixed systemcould free up usageof the
supercomputer for more restricted and appropriate use nearer its full performance
capability.

We hastento remark that the distinction betweena supercomputerand a cluster is
nowadays not a sharp one. Supercomputersgenerallyinvolve many more processors,
and a higher bandwidth interconnect, than clusters. They are typically leasedfrom
frontline vendors. The clusters we refer to comein all sizesfrom 16 to 512 proces-
sorsand are custom-purdiasedcombinations of high performanceand high quality
commality componerts (SMP motherboards, SCSI disks, gigabit Ethernet, Myrinet
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Figure 1: The 46-processoiSTELLA cluster at General Atomics. Purchaseprice was
$90K in early 2000.

or Quadrics connections,small footprint racks). In our experiencesud systemshave
proven to be highly reliable and easyto maintain. The key distinction between su-
percomputing and cluster computing is the cost per op. We have suggestedthe
hardware cost ratio maybe as high as 10:1 (comparethe Florida p690with the Hei-
delberg AMD in Table 1). In practice, it is di cult to establisha detailed hardware
cost comparison.

It is natural to expect high performanceto costmore. We have no reasonto think the
overheadcostsper op are higher for clusters. The other practical di erence is that
becauseof their high cost, supercomputersas single madinesin a widely dispersed
time-shareenvironmen tend to be overloaded. This situation is typical of governmert
sponsoredscierti ¢ researt asopposedto dedicatedand manageduseby private oll

| Computer |Gop/s | Site | Country [Proc.| Cost |
NEC ES 35860 | ES Certre | Japan 5120 $0.5B
IBM SP POWER3 3052 LBL USA 3328 $30M
IBM p6901.1GHz | 827 Florida USA 512 | $13M (Est.)
AMD 1.4 GHz 825 Heidelberg | Germary | 512 $1.2M
| P428GHz | 1000 | hypothetical | 512 | $M |

Table 1. Comparisonof supercomputersitesand costs. Flop/s rating is basedon the
Linpack bendmark.
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Figure 2: State-of-the-art microturbulence calculation performed on the STELLA
cluster, with graphicsrenderedon a Linux workstation.

or pharmaceuticalcompary researf. This works against the interactive or instant
availability neededfor code dewelopmen and for which clusters are most e ective.
What courts for the useris not the time a job spendson the macine, but the time
for job turn-around. The ratio of thesetimes, the expansionfactor, hasin past years
risento 10, although with the advent of the 24-hourqueueat NERSC hasdroppedto
about 2. Clustersare generallydedicatedto a few usersin a limited group, otherwise
they too can be overloadedand losetheir e ectiveness.We beliewe the succes®f our
own gyrokinetic researt, through which the GYRO code was deweloped (seeFig. 2),
would have beencrippled without dedicated,interactive useof the STELLA cluster.
Furthermore, GYRO, although deweloped on a 46-processorinux cluster, can make
full useof the largest computing platforms. Even medium-sizedcasesscaleto 1024
processorsof the SEABORG madine (seeFig. 3). We beliew, in fact, full torus
simulations could today be made e cien tly using the entire 5120 processorsof the
Earth Simulator.

Finally, we presen our argumerns as experiencedusersof both supercomputersand
clusters. We are not experts at large computer systemadministration and welcome
rebuttal of theseargumerns in terms of cost e ectivenessby thosewho are.

Q: Who should pay for adding clustersto the mix?

Apparently, as a matter of policy, OASCR/NERSC has already decidedthat they
will support only vendor-syle high performancesupercomputers. While we nd this
policy di cult to understand,we seeno point in arguing againstit. Thusit is up to
OFES to supply the addedcapacity and support the much neededcluster computing
which we are corvinced s requiredfor a successfulSOFS. In fact, funding for clusters
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Figure 3: GYRO scalingon SEABORG.

will solve another problem: the needfor a sensiblefunding prole. OFES funding

for fusion theory and computation is about $20M/yr. Somewhatarbitrarily courting

half of this for computation, the anticipated $10M/yr OFES shareof ISOFS amourts

to doubling the spending for quali ed computational plasmaphysicists. It is simply
not possibleto do that in the rst year. Stagnart fusion budgetsover many years
have lead to a very limited supply. Thusit would be natural to spend a considerable
fraction of the initial yearly budgetson local cluster hardware and cluster or topical

computerscerters with the hardware fully functional in fully sta ed out years.

Q: What should be the environmert for clusters: distributed net or certers?

Again we believe a mix is most likely appropriate. The larger groups who already
have the in-houseexpertise should be provided their own dedicatedlocal clusters of
appropriate size(say 64to 128processors).Thesemight be sharedover a network with

external usersat a lower priority. Howewer we think the bulk of the funding shouldgo
to a topical cluster computing certer. The certer should have a mix of cluster sizes:
mary 64-, seweral 128-, some256-, and perhapsa 512-pracessormacdine purchased
in later years. It is important that they all have the sameoperating ervironment

and software, sothat codeson one cluster automatically operate on all. The smaller
madines may have dedicated rst priority use by external groups, and the larger
madines may have the traditional batch queueuse. A cluster certer will ensurethe
most cost e ective sta overheadand maintenancearrangemen The topical cerer

should be establishedby an open proposal and peerreview process.



